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General Description

A traditional fixed-length computerized (or paper-and-pencil) exam presents the same number of questions to each test taker, without considering how well the person is doing on the exam.  The score from this type of test usually depends on the number of questions answered correctly.  The more a person knows, the more questions he or she should be able to answer correctly.  Traditional exams have a long and successful history dating back to the second decade of the 20th century; however, it is clear that for any one person, the traditional test presents more questions than are necessary.  For any single person there are questions on the test that are far too easy and those that are far too hard.  Answering easy questions correctly doesn’t tell us much about the person, because most people answer the easy ones correctly.  Likewise, and for a similar reason, answering the difficult questions incorrectly tells us very little as well.  It would be better if a test were able to discover the level, on a scale of easy to difficult, where the person begins to encounter personally challenging questions.  A score could be derived for that level.  A computerized adaptive test (CAT) does just that.

A CAT is a test that tailors itself to the ability of the test taker.  By taking into account how each person answered previous questions, taking the same CAT, a low-ability examinee and a high-ability examinee will see quite different sets of questions: The low-ability examinee will mainly see relatively easy questions, and the high-ability examinee will see more difficult questions.  Both individuals may answer the same percentage of questions correctly, but because the high-ability person can answer more difficult questions correctly, he or she will get a higher score.  

The experience of taking a CAT can be loosely compared to participating in a high-jump event in track-and-field competition.  The high-jumper, regardless of ability, quickly reaches a challenging level where there is about an equal chance of clearing the bar or knocking it down.  The “score” for the high-jumper is the last height he or she was able to jump over.  The high-jumper earns the score without having to jump over every possible lower height, nor is he or she required to try all the higher levels.  Similarly, for the person taking a CAT, where test questions are ranked from easy to hard, the score would be based on the point where the person encounters questions which are too difficult.

Using another example, one from education, imagine that you are a teacher giving an oral exam to one of your students.  You would probably begin by asking a question of moderate difficulty.  If the student answered correctly, you would likely ask a more difficult question; if he or she answered incorrectly, you would probably choose an easier one.  You would continue asking questions, selecting subsequent questions based on the student’s responses to earlier questions.  Within a short time you would have a good idea of the student’s competence.  Throughout the questioning you were able to avoid asking many easy and hard questions that would have not helped to determine the person’s competence.  Finally, your judgment about the person’s competence would not be based on the absolute number of correct responses, but, instead, on the level of difficulty of the questions he or she was able to answer correctly.

A CAT works like a good oral exam.  It first presents a question of moderate difficulty.  After the answer is given, the question is scored immediately.  If correct, the test statistically estimates the person’s ability as higher than previously estimated.  It then finds and presents a question that matches that higher ability.  (If the first question is answered incorrectly, the opposite sequence occurs.)  The test then presents the second question and waits for the answer.  After the answer is given it scores the second question.  If correct, it re-estimates the person’s ability as higher still; if incorrect, it re-estimates the ability as lower.  It then searches for a third question to match the new ability estimate.  This process continues with the test gradually locating the person’s competence level.  The score that serves as an estimate of competence gets more accurate with each question given.  The test ends when the accuracy of that estimate reaches a statistically acceptable level (or when a maximum number of items has been presented).  Figure 1 shows the estimation of a person’s competence after each of 10 test questions.  Notice that how the ability is estimated lower after questions are answered incorrectly (Questions 3, 6, 8 and 10).  The dotted vertical lines indicate the amount of error associated with the ability estimates (and correspondingly, the degree of confidence in the score). As more questions are presented and answered this error amount decreases.  

[image: image1.bmp]
Figure 1. A typical pattern for a CAT.  

The CAT usually ends when the amount of measurement error around the ability estimate reaches an acceptable level.  Low levels of measurement error are required for high-stakes certification tests and indicate that the test would likely produce a similar score if re-administered right away.  Because it is unclear exactly when the test will end, a CAT usually presents a variable number of questions, and minimum and maximum numbers of questions are typically set.

Test Score.  In a CAT it is possible that a person with less competence is able to answer the same number of questions correctly as a more able person. Comparing the questions answered correctly for both persons would reveal that the higher-ability person was able to answer more difficult questions correctly.  Therefore he or she should receive a higher score.  And that is exactly what happens.  The score is not based on the number of questions answered correctly, but instead it is derived from the level of difficulty of the questions answered correctly.

How the score is computed is statistically quite complicated, and is based on the principles of Item Response Theory, proposed initially by Frederick Lord (see reference in Bibliography).  The formula that calculates the final score converts the score into Microsoft’s score scale, which ranges from 0 to 1000.  A pass/fail score is also determined which falls somewhere on the scale as well.  As with the traditional computerized test, you will pass if your test score is higher than the pass/fail score.

Certification tests, whether they are CAT or not, are not intended as diagnostic tests and do not provide much help to you in preparing to retake the test.  A CAT simply does not give enough questions to be able to determine a person’s strengths and weaknesses, other than in very broad subject matter areas.  Being maximally efficient, a CAT presents the fewest items possible in a test.  The primary and only purpose of a Microsoft CAT certification exam is to make an efficient and accurate pass/fail certification decision.

CAT’s Main Benefit.  The main advantage of a CAT over a traditional computerized test design is efficiency.  The CAT can determine a person’s score with fewer questions, sometimes reducing the length of the test by 60% or more.  As explained above, it avoids presenting questions that provide no help in determining the person’s score (i.e., questions that are too easy or too hard).  This efficiency is very important for Microsoft certification candidates, and is the main reason why adaptive tests are overwhelmingly preferred by certification candidates and why Microsoft is adopting this new measurement technology.  

Comparison with Fixed-Length Exams

As mentioned above, CATs are NOT more accurate at determining pass/fail certification decisions than fixed-length computerized exams—they are equally accurate.  But they are more efficient.  That is, the CAT determines the pass/fail decision with fewer test questions and less testing time.  Over the past 20 years there have been numerous research results supporting this fact.  Below are two of them, one of which is a comparison of certification tests in the IT industry.

The sixth grade mathematics test of the California Assessment Program (CAP) was administered in both CAT and computerized fixed-length (CT) versions.  The results, shown in Figure 2, indicated that the average scores from the two tests were the same, while the time savings was 66% in favor of the CAT.


Figure 2. A comparison of the scores and times between a CAT version and computer administered fixed-length version of a sixth grade mathematics test for the CAP.  Notice that the scores are virtually identical, while the testing times are very different.  The CAT took 66% less time than the CT.

Figure 3 shows a similar pattern for a comparison of a pair of computerized tests of network administration skills.  In this exam, the time savings was even greater: 79%.


Figure 3.  A comparison of the scores and times between a CAT version and computer administered fixed-length version of a network administration exam.  The scores are the same, while the testing times are very different.  The CAT took 79% less time than the CT.

History of Adaptive Testing in High Stakes Testing

Adaptive testing is not new.  In fact it has probably been around for centuries as a better way to test.  And even since the beginning of the 20th century, when large-scale testing began, adaptive tests were some of the first tests ever constructed.  Alfred Binet created the first adaptive test at the end of the last century, designing an IQ test that began with questions which matched the child’s age and ended when the child could not answered a few questions in a row incorrectly.  Binet’s IQ test, which is still in use today in a more modern version, was not computerized, but used individual examiners to administer the tests.  Today, both the Stanford-Binet test, and the more popular Wechsler intelligence tests for children and adults, use an adaptive approach for the selection of questions.

Today, with the common use of computers in test delivery, adaptive testing has become more popular and is called computerized adaptive testing or CAT.  The computer can make the necessary calculations needed to estimate a person’s proficiency and to choose the questions to present.  Several well-known high-stakes testing programs have adopted adaptive testing as their current and future method to test.  The Educational Testing Service, the world’s largest testing organization, published the Graduate Record Exam (GRE) as an adaptive test in 1993, and has been slowly reducing its use of the paper version of the test.  The Nursing Boards converted completely from paper-based testing to a computerized adaptive test in 1994.  Over 400,000 exams for Registered Nurses are given each year.  In the information technology industry, Novell successfully introduced CATs into its certification program in 1991.  Over 1,000,000 Novell adaptive tests have been given.

In addition to these active testing programs, there are many pilot programs in research stages.  These include the “popular” ACT, SAT, and Armed Services Vocational Aptitude Battery (ASVAB) tests.

Advantages and Disadvantages

Often individuals confuse the advantages of CATs with those of computerized testing in general.  Computerized testing, whether adaptive or not, provides significant benefits to the test taker, the test publisher, and anyone else who uses the test results.  These benefits are listed below:

Computerized Testing Benefits

· Immediate Scoring and Feedback.  The most important benefit of computerized testing is to know immediately the result of the testing.  Getting a score and a pass/fail decision right away for a certification candidate is very important.

· Unbiased Scoring.  Computers score everyone the same way and do not consider factors irrelevant to the score, such as examinee gender or culture.

· Accurate Scoring.  Computerized tests are much more accurate in scoring test results than are paper-and-pencil tests or oral exams.

· Increased Efficiency.  Research has shown that 50-question computerized test takes much less time to administer than a 50-question paper-and-pencil test.

· Convenient Individualized Administration.  Computerized tests can be administered at times and locations more convenient to the test taker.

· Improved Test Security.  Test results are more meaningful because test security is improved.  Random ordering of test questions, adaptive testing, and other innovations expose test questions less often and make it impossible to copy someone else’s answers.  New performance-based test questions are difficult (and sometimes unnecessary) to memorize for future test coaching.

· New Question Types (point-and-click, drag and drop, and simulations).  New types of questions improve the ability to measure the important skills.

· Improved Performance-Based Testing.  With software simulations, for example, it is possible to require a certification candidate to demonstrate the job skill directly on the test.

· Reduction in Answering Errors.  Test takers make fewer extraneous errors answering computerized test questions than by filling out the small circles on answer forms for paper-and-pencil tests.

· Unobtrusively Pretesting Items.  Computerized testing makes it easy for a test publisher to insert experimental and unscored questions into a test.

· Enhanced Motivation.  While not well understood, it seem that taking a test on the computer is more interesting and less intimidating than taking the test on paper.

· Less Expensive.  Although it is probably not true today, the increased use of computers in test development and delivery promises to reduce the testing costs in the future for the test developer, test publisher, test user and examinee.

· Better Item Selection Routines (for example, Adaptive Testing). The computer allows for better test designs with more flexible item selection routines.  CATs are examples the use of better item selection algorithms.

CATs provide additional advantages.

· Increased Efficiency (that is, quicker, shorter tests).  While computerized tests have proven to be more efficient, CATs offer even more efficiency.  The data on many comparisons between CTs and CATs show that the CAT may save a test taker as much as 80% in test taking time.

· Improved Test Security.  CATs improve security in several ways.  First, CATs expose items at a much reduced rate, allowing the items to be effective for a longer period of time.  Second, test coaching efforts that focus on individual items are less effective because it is not clear which items a person will be presented.  Finally, coaching efforts that send in people to memorize the test questions are less effective because those individuals, usually unskilled in the test content, are not able to see the questions that are most effective for determining a person’s ability to pass the test.

· Improved Accuracy for Scores for High and Low Ability Test Takers.  An adaptive test is as accurate as any other test at determining a pass/fail decision; however, for providing a score for high and low ability individuals, it is actually more accurate.  Because it can present many items at any ability level, it can compute an accurate score.  Traditional tests are less accurate at these extremes.

· More Time Per Question Relative to Fixed-Length Exams.  Compared to traditional exams and typical time limits set for them, experience has shown that CATs, even with their shorter time limits, provide more time per test question.  For example, a typical 60-item test may have a 60-minute time limit, or 1 minute per question.  A CAT version of the same test may have a maximum number of 25 items, but be given a 30 minutes to complete the test.  Even at the maximum number of items, the CAT gives over 1 minute per item.  And if the test ends at the minimum number of items, then 2 minutes per item is given.  This is a significant advantage for every test taker, but is better for individuals whose native language is not that of the test.  A few extra seconds per test can mean the difference between passing and failing.

· Reduced Testing Costs.  Being able to keep the testing times down reduces the test delivery costs.  For some test publishers this means being able to reduce testing costs to test takers.  Or at least it means that test costs may not rise for a longer period of time.

· Easier Test Revision.  CATs allow easier revisions of the test.  If a test question is not functioning well, it can be removed without a complete republishing of the test.  Development and publishing costs are saved without affecting the integrity of the test or resulting scores.

· Equivalently Challenging Exams.  CATs produce a similar psychological test taking experience for everyone.  Each test taker answers questions that are personally challenging without being too hard or too easy.  Boredom from answering many easy questions and frustration from answering too many hard questions can be avoided.

· Preferred Exam Design.  Test takers prefer adaptive tests for many of the advantages described above.  See Test Taker Reactions below.

Questions and Answers

1. How can a CAT pass or fail me with so few questions?  The design of an adaptive test allows it to achieve an accurate score and produce a reliable pass or fail decision with a minimum number of questions.  The better the quality of each question, the fewer that is needed to produce that score or make that decision.  The number of questions asked is not as important as the difficulty of the questions.  If a person can answer 10 of 20 difficult questions, he or she should get a higher score than someone who can answer 10 of 20 easy questions.  Both answered 50 percent of the questions correctly, but the first was able to do so at a more difficult level.  The best questions on any test are those that match the test taker's ability, providing a challenge.  Questions that are too easy or too difficult for a particular person, and which do not contribute much to the final score, are never given in a CAT.  Because of this the CAT is both efficient and challenging.

2. Why did the CAT make me feel like I was doing so well and then fail me?  Because the test adapts itself to the test taker’s ability level, most of the questions presented are reasonably challenging—not too easy or too hard.  How the test affects the individual test taker depends on that person’s usual testing experience.  If a person is used to doing well on tests, knowing virtually all of the answers to the questions, he or she will be disconcerted by the adaptive test.  This is because the adaptive test will eventually find challenging questions for that person, some of which he or she will probably answer incorrectly.  On the other hand, someone used to doing poorly on exams will find the CAT to be more interesting, even pleasant, since he or she is able to answer many of the questions correctly.  Remember that the number of total questions or the number of questions you can answer correctly is not a good way to determine how well you are doing on the adaptive test.  Pay attention, instead, to the absolute difficulty level of the questions.

3. Isn’t a longer conventional test a more reliable test?  Actually, both the adaptive and conventional tests can be equally reliable.  That is, they produce similar scores.  Microsoft’s adaptive exams are designed to have enough questions to be as consistent as the longer, conventional test.  For low and high proficient individuals, the CAT is actually more reliable than the conventional test.

4. Why can’t I review and change my answers at the end of a CAT?  Because each question is scored after it is answered, and the effect of the question determines the next question in the adaptive sequence, it is not possible to review and change your answer.  In addition, allowing review would provide a way for a person to cheat.  For example, if after answering a question you notice that you received an easier question, you would suspect that you answered the previous question incorrectly. If you were able to review you could go back and change the answer, even though you answered the question as well as you could the first time.  In general, reviewing test questions is an artifact of our society’s paper-and-pencil testing history, and should not be considered a standard, or even helpful, feature of taking a test.

5. What is the best way to study for a CAT?  The questions on a CAT are taken from the same pool of questions that make up the conventional test.  Therefore it covers the same range of content.  Study techniques that worked well for you in the past should work for you as you prepare to take the adaptive test.  Some test takers have mistakenly assumed that for a CAT they can pass the test by focussing on only a few important topics.  Wiser test takers study in depth across the entire scope of the content covered by the test.  This latter strategy increases the likelihood of passing the test or getting a high score.

6. What are the advantages of a CAT to me personally?  There are at least three.  First, your test will be shorter and will take you less time than usual.  Obviously this time savings can be put to greater use than spending time taking a test.  Second, Microsoft’s use of CATs will reduce the test delivery costs which may cause price increases to take affect later rather than sooner.  Third, the improved security of adaptive tests will keep the value of certification high, as individuals will not be able to obtain the certification by fraudulent means.

7. If I answer the questions of the CAT faster, using less time, will I get a higher score?  Microsoft’s adaptive tests do not produce a higher score for a person who finishes the test sooner than others.  You must complete the test within the time limit of the test or you will not receive a score.  But it doesn’t make a difference whether you finish the test with 10 seconds or 10 minutes to spare.  Remember, however, that adaptive tests are variable in length.  You may get the minimum or maximum number of questions, or any number in between.  It is wise to plan your time according to the maximum number of questions, just in case.

8. Why aren’t all of Microsoft’s tests adaptive?  Microsoft will convert each of its conventional tests to the adaptive format when sufficient statistical research has been conducted on each test and test question.  Usually this occurs when enough people have taken the conventional test to produce consistent statistics on each test question.  For some Microsoft exams there may not be enough people to meet this criterion.  In those cases the test will likely remain as a conventional test. 

9. Should I wait until Microsoft converts a test to a CAT before registering and taking it?  Since the conventional test and its adaptive version produce similar scores and pass/fail decisions, it doesn’t matter to your certification program which test you take.  Generally, because it is more important to be certified as soon as possible, you should take whichever test is currently available.

10. I failed by only a small amount, but didn’t get the maximum number of questions.  Why didn’t the test give me more questions to see if I could raise my score and pass?  A most important criterion of a good test is that it scores objectively.  No test, conventional or adaptive, decides to give more test questions on whether the person is doing well or not, or is close to the cutoff score.  Test length is determined solely on the number of questions it takes to produce a reliable score within the time limit.  For CATs the test ends when it has asked enough questions to be sure of a reliable score.  That means, that if the test were taken again immediately the person would achieve the same score, plus or minus acceptable measurement error.

Once the test has obtained a reliable score, it stops.  If it does not obtain a reliable score by the maximum number of items, it stops anyway.  (Research on Microsoft CATs indicates that 97% of Microsoft CATs stop before the maximum number of question is reached.) Also, if the reliable score is obtained before the minimum number of items has been presented, the test continues until that minimum number is reached, then the test stops.

All tests, conventional or adaptive, need to have an objective rule for stopping the test.  For the conventional test this rule is simply when the person has answered all of the questions on the test, or until time runs out.  For the adaptive test, it is when a reliable and valid score has been determined.

Consider for a moment the opposite question: I passed by only a small amount, but didn’t get the maximum number of questions.  Why didn’t the test give me more questions to see if I could lower my score and fail?  No one would actually want the test to examine this circumstance; however, it is no different, logically, than its alternative.

Let’s look at this issue one other way.  In reality, no matter which type of test is being given--adaptive or conventional—and no matter how many test questions have been given (10, 100, or 1000) there will always be a number of people who will fail by a small margin.  Additional questions may help to produce a passing score, but it is not practical to keep adding questions to a test.

11. Should I miss the first two or three questions on purpose so I can get easier questions from then on?  Won’t this help me pass the test?  This test taking strategy will not help you to get a higher score.  Remember, the score is based on your ability to answer as difficult of questions as you can.  It therefore makes no sense, and is even counter-productive, to purposefully attempt to get access to easier questions.

12. If I miss a question on a particular topic, will the adaptive test give me more questions on that topic?  No.  Microsoft CATs do not consider the content of questions answered incorrectly in selecting subsequent questions.  However, Microsoft CATs are content balanced, and you will receive an appropriate percentage of questions from various content areas.

13. Since it doesn’t use the number of questions answered correctly, how does the CAT come up with the test score?   Statistically, scoring is based on a rather complicated maximum likelihood formula that takes into account the person’s answers to the questions and the questions’ statistical properties.  More simply, answering an easy question correctly does not have the same effect on the score as answering a hard question correctly.  And questions towards the end of a CAT have less influence on the score as those in the beginning or middle.  When all test questions of a CAT have been presented and answered, the score reflects the highest level of difficulty where the person can consistently answer the questions correctly.

14. I understand that Novell was the first company to produce a CAT certification exam.  Did Novell invent adaptive testing?  Novell did not invent adaptive testing; however, Novell was one of the first to implement adaptive testing in a large-scale high-stakes testing program.

15. Can you prove that Microsoft adaptive tests measure the same as the conventional test?  Certainly.  Each adaptive test that is released from Microsoft Education has been created to be identical in the distribution of candidate scores and in the pass/fail decisions.  Research with actual candidate data and simulation data prove that the adaptive tests and the conventional tests measure equivalently.

16. I study very hard, but I still can’t pass the adaptive test.  Could there be a problem with the test?  It is not likely that a problem exists with the test.  The CATs have been carefully constructed to be valid and accurate tests of knowledge and skills.  There are tracked closely after being released to make sure they perform as designed.  Computer technology ensures consistent and accurate presentation and scoring of each question and of the test as a whole.  Virtually all concerns about the tests, upon further examination, turn out to be based in candidate error or confusion, rather than a problem with the test.

17. Doesn’t CAT technology make a test more difficult to pass?  No.  CATs are designed to pass the same individuals who would pass the conventional test.  In some ways, they may be considered easier to pass since they take less time, give more time per question, and are less affected by fatigue and boredom.

18. It seems that lengthy tests are traditional characteristic of many respected licensure and certification programs.  For example, the 14 exams required of Chartered Life Underwriters take 28 hours to complete and cost several thousand dollars.  Isn’t Microsoft worried that the move to adaptive testing will create the perception that the MCSE program is lowering its quality?

19. Why are adaptive tests shorter?  For any particular person taking a conventional fixed-length test, most of the test questions presented will not add much to understanding the person’s knowledge or experience.  Questions that are easy for everybody just increase everybody’s score by the same constant amount without providing any discriminating value.  Questions that everybody finds difficult have the same problem, except they lower scores by some constant amount. These questions can be eliminated from any test without reducing the ability of the test to measure people properly.  A CAT does this elimination of questions, but it does so intelligently and carefully while the test is in progress:  Each person would not have to answer the easy or hard questions (relative to that person’s ability), and the test could still determine the score.  Eliminating these irrelevant questions makes the CAT shorter, while still being able to effectively produce a reliable score.

20. Is an adaptive test a more valid test of a person’s knowledge or skill?  Not necessarily.  Because CATs are reliable, they may be valid as well; however, validity has much more to do with the content of the questions, not the design of the test.  For example, if a test is designed as a measure of actual database administration skills, but is composed entirely of questions measuring database terminology, it would not be a valid test for the purpose it was designed.  This would be true whether it were a conventional test or a CAT.  Test validity is best examined at the question level by looking at the content of the questions and comparing that content to the purpose of the test.

21. In an adaptive test are the questions weighted?  That is, are some questions worth more than others?  It depends.  In an adaptive test, a question presented early on, whether answered correctly or not, affects the score to a greater degree than the same question delivered toward the end of the test.  This is because the test is attempting to locate the person’s ability, and there is a greater margin of error earlier on in the test.  Toward the end of the test, the test is refining the score.  

However, in another sense, any individual test question may not ultimately affect the person’s score at all.  For example, imagine you are taking a CAT and you answer the 2nd question wrong by accident.  That is, you select C as you answer, but intended to select B.  You don’t notice the mistake before moving on in the test.  After the 2nd question, the scoring algorithm for the CAT estimates your ability lower than it should be and presents an easier question than it would have.  At this point you will need to answer a few more easier questions in order to “recover” to the point your score would have been.  But it is clear that the adaptive test “forgives” accidental mistakes, allowing the test taker to recover.  And in this sense, the “weight” of the mistakenly answered question is zero.

22. Can I choose to take Microsoft’s conventional test if I don’t want to take the adaptive test? No you can’t.  Microsoft produces the best tests possible for its certification candidates.  It converts each of its tests to adaptive testing under strict quality standards.  Significant benefits to the test taker, mentioned above, are made available in this way.  Also, Microsoft’s test security is improved, costs are reduced, and the value of a Microsoft certification remains high.

23. Where can I read more about adaptive testing and the theory behind it?  Here are references for a few papers and books which should be helpful.  Those that are preceded by the * are less technical from a psychometric point of view.

· * Hambleton, R. K., Swamination, H., & Rogers, H. J. (1991).  Fundamentals of Item Response Theory.  Newbury Park:  Sage Publications.

· Hambleton, R. K. & Zaal, J. N. (Eds.) (1991) Advances in Educational and Psychological Testing.  Boston:  Kluwer Academic Publishers.

· Kingsbury, G. G. & Zara, A. R. (1989). Procedures for selecting items for computerized adaptive tests.  Applied Measurement in Education, 2, 359-375.

· Lord, F. M.  (1980). Applications of Item Response Theory to Practical Testing Problems. New Jersey:  Lawrence Erlbaum Associates, Publishers.

· McKinley, R. L. & Recase, M. D. (1980).  Computer applications to ability testing.  Association for Educational Data Systems Journal, 13, 193-203.

· * Reckase, M. D. (1989). Adaptive testing:  The evolution of a good idea.  Educational Measurement:  Issues and Practice, 8, 11-15.

· Van der Linden, W. J. & Hambleton, R. K. (Eds.) (1996).  Handbook of Modern Item Response Theory.  New York:  Springer-Verlag.

· * Wainer, H. (1990).  Computerized Adaptive Testing:  A Primer.  New Jersey:  Lawrence Erlbaum Associates, Publishers.

· * Weiss, D. J. (1983).  New Horizons in Tesing:  Latent Trait Test Theory and Computerized Adaptive Testing.  New York:  Academic Press.

Test Taker Reactions

Survey Results (from a sample of over 3000 test takers who have experience with adaptive tests on technical topics from information technology certifications).

· 43% of test takers prefer adaptive tests; 19.4% prefer conventional tests; 19% have no preference.

· 86% of test takers believe that adaptive tests are accurate in measuring abilities or knowledge.

· Despite the fact that adaptive tests are not more accurate than conventional tests,  twice as many test takers believe that adaptive test are more accurate than conventional tests.

· Positive Comments:

· I believe that I study more for adaptive tests.

· Adaptive and conventional seem to measure knowledge about the same.  I like adaptive because it is quick.

· Adaptive exams seem to be an efficient way of taking tests.

· Adaptive exams allow a more thorough examination of a user’s knowledge in much less time than in a conventional exam.

· Don’t care for adaptive, but it forces better study habits.

· I was very time crunched on the standard test.  This was not the case on the adaptive exam.

· Negative Comments:

· I wish it gave me more questions to show I know the information.

· I would like more time and to be able to review my answers.

· I’d rather they were longer and tested knowledge more broadly rather than have a few very difficult questions.
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